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1. Executive Summary 

This report documents the development of the niche_analysis project which aims to reconstruct the 

ecological niche of phytoplankton species or functional groups and derive a prototype indicator for 

current bloom-inducing conditions. The project builds on the ecological niche concept and combines 

principal component analysis (PCA) with kernel density estimation (KDE) to represent the 

environmental conditions historically associated with bloom initiation. 

A central assumption of the workflow is that bloom events can be used as a practical proxy for 

conditions in which a functional group is ecologically competitive. Based on this logic, bloom inflection 

points are extracted from historical abundance time series and projected into a common PCA space 

constructed from environmental variables. KDE is then used to quantify the density of these bloom-

related observations across environmental space. This niche representation forms the basis for a set of 

prototype indices: the suitability index (SI), which reflects how favourable the current environmental 

conditions are relative to the historically estimated niche optimum; the prevalence index (PI), which 

reflects how strongly a functional group is currently established relative to its historical abundance 

distribution; and the environmental niche index (ENI), which combines both components into a single 

composite indicator. 

At the current stage of development, neighbourhood 2 provides the most advanced prototype 

implementation. The first results suggest that the workflow is able to distinguish functional groups in 

environmental space and generate interpretable temporal signals in the index series. At the same time, 

several important limitations remain. These include uncertainty in the functional grouping strategy, 

ambiguity in bloom inflection-point extraction under noisy real-world conditions, and limited validation 

of KDE-based niche estimates. 

The next priorities are therefore to refine the unit of comparison, improve and partly validate the bloom-

point extraction workflow, strengthen confidence in the niche estimates, and test the indicator under 

operational monitoring conditions. In this sense, the project should currently be understood as a 

scientifically grounded prototype that already yields useful ecological insights, but still requires targeted 

methodological refinement before it can be used more routinely. 
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2. Purpose and Scope 

Over the course of the monitoring programme of Plancton Andino, an extensive time series of 

phytoplankton abundance has been collected across different areas of the region Mar Interior. This long 

experience of observing algae blooms helped identify some environmental drivers that appear to 

influence bloom development and decline (e.g. stability of the water column, temperature anomalies, 

...). However, there are challenges in making this qualitative understanding quantitative, especially 

when attributing environmental conditions to the favourability of different species. This is particularly 

relevant for harmful algal blooms (HABs), because species differ in the abundance thresholds at which 

they may affect fish survival. 

The main purpose of the phytoplankton niche project is to apply scientific established methods to 

develop a workflow that uses the POAS database to visualize and/or quantify the environmental 

conditions associated with the presence or absence of species. More specifically, the project aims to 

transform existing ecological knowledge into a reproducible analytical framework that supports both 

interpretation of historical bloom patterns and the development of a prototype indicator for current 

conditions. 

The project is based on the concept of the ecological niche as a way to link environmental conditions 

with phytoplankton abundance. Within this framework, the POAS database is supplemented with 

additional environmental variables that may help characterize the niche of a species or functional group. 

Principal component analysis (PCA) is then used to summarize the main environmental gradients, with 

the longer-term goal of deriving a quantitative indicator that describes how suitable or occupied a niche 

is under given conditions. The following sections explain how this framework was developed, what 

assumptions were made, what the current methodology can already do, and where further development 

is still needed. 
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3. Niche Analysis 

3.1.The Scientific Basis 

The ecological niche is a central concept in ecology for understanding species behaviour and their 

interactions with the environment. Though there are different interpretations of a species’ niche, in 

essence it describes some range of environmental conditions under which it can or does persist and/or 

thrive (Litchman et al., 2012a). While the term is used in different ways, this project mainly follows the 

distinction between the fundamental niche and the realized niche, established by Hutchinson: a 

fundamental niche describes the potential space along the multiple resource and environmental factor 

dimensions where a species can live in the absence of biotic interactions, whereas a realized niche is a 

subset of the fundamental niche that allows species persistence in the presence of competition 

(Hutchinson, 1957). This conceptually helps explain why organisms can thrive under some conditions, 

while others cannot. This distinction is useful for us because we can attribute bloom events as an 

indicator of the realized niche. 

In the context of phytoplankton, niches are often described along gradients such as nutrient availability 

and turbulence in the water column (Margalef, 1978). In coastal waters and fjords, however, these 

gradients vary strongly across space and time. This makes it difficult to compare species directly using 

individual environmental variables, because the relevant conditions are multidimensional and highly 

dynamic. For this reason, the analysis requires a method that can summarize multiple environmental 

gradients into a simpler comparative space. 

To accommodate the complexity of these multivariate problems, scientific studies often apply principal 

component analysis (PCA). This is a common ecological method for summarizing several correlated 

environmental gradients into a small number of composite axes (Janekovi & Novak, 2012). For a 

detailed explanation of PCA, consult Greenacre et al. (2022). In essence, PCA compresses multiple 

environmental variables into two artificial axes, the principal components (PCs). These axes form a 2D 

PCA space, like a map of environmental conditions. While the actual numerical value of the PCs on its 

own is arbitrary, data points close together represent similar environmental states. For niche ecology, 

this lets us visualize and compare the abundance of multiple species based on differing environmental 

conditions. 

Kernel density estimation (KDE) is a statistical method that transforms a set of discrete points into a 

smooth, continuous density surface, assuming that the points were randomly selected from a continuous 

distribution. By coupling KDE with PCA, this can be used to quantify the environmental niche of 

species. Based on the observations, PCA distributes the species across the multidimensional gradient, 

while KDE approximates where species are most concentrated in the entire space of environmental 

conditions. This approach is particularly useful because—besides depending on the definition of the 

niche—it avoids assumptions about the shape of ecological niches and provides an intuitive visual and 

mathematical foundation for deriving an index later in the workflow. 

3.2.Key Pragmatic Assumptions 

Besides these statistical tools, throughout this process several implicit and explicit assumptions were 

necessary. Some of them are informed by ecological theory, while others reflect practical compromises 

required by the available data and the intended application. These assumptions must be assessed 

critically because they directly shape which patterns the analysis can detect and how the results should 

be interpreted. or that reason, they should be treated as explicit methodological choices rather than fixed 

truths. 
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One of the most fundamental assumptions revolves around the definition of ecological niche. Since 

Plancton Andino is primarily interested in bloom dynamics, the workflow treats bloom events as the 

most relevant ecological expression of niche occupation. During an algae bloom, one or multiple species 

are far more abundant than other species and are able to suppress the growth of other species which 

suggests that the prevailing conditions that lead to this effect favour the growth and performance of 

these species. In that sense, bloom events are used as practical proxies for conditions of a Hutchinson’s 

realised niche where a species not only persists but also can thrive. 

This leads to the next key assumption about the definition of an algae bloom which has a similar level 

of ambiguity as the niche. The term “bloom” can be interpreted differently depending on the ecological 

or practical context. As a practical compromise, algae blooms are identified based on a set of necessary 

conditions which were defined manually and then applied to the POAS dataset through a Python 

workflow. Although this approach is partly arbitrary, it provides a transparent and reproducible way to 

extract comparable bloom events. Similar threshold-based approaches are also used in the scientific 

reasearch (e.g. Grüner et al., 2011). At the same time, this operational definition inevitably introduces 

selection bias. It favours species whose bloom behaviour is expressed through clear abundance peaks 

and may overlook ecologically important species that become harmful at relatively low abundance. E.g. 

species that may produce toxins may already be harmful at a very low concentration. Their presence 

alone can have a strong effect on the biological community. The following parameters describe how 

blooms are currently defined in the workflow and which trade-offs this definition implies. 

• Peak Identification 

o Condition: A bloom candidate must exhibit a local peak in species abundance 

o Rationale: This is the most basic condition for identifying a bloom event, because 

                          blooms are expected to appear as distinct increases followed by decline 

o Parameter: In the pyhton implementation, this is performed based on the function 

                          find_peaks from scipy.signal that identifies whether a given point is a 

                          local maximum or not. 

• Absolute Minimal Concentration 

o Condition: A bloom candidate must exceed a minimum absolute abundance 

                          threshold 

o Rationale:  This threshold is used to exclude small fluctuations around very low 

                           background abundance, which would otherwise produce false bloom 

                           signals 

o Parameter: Cell count of a species 

o Current value: 5 

• Relative Minimum Concentration 

o Condition: A bloom candidate must exceed a minimum percentage of the species’ 

                          seasonal maximum abundance 

o Rationale: This threshold helps distinguish background seasonal presence from a 

                           true bloom peak. It is one of the main criteria for separating routine 

                           fluctuations from periods of strong relative increase 

o Parameter: For this purpose, the time series is divided into seasons running from 

                           June to June. Within each season, species abundance is expressed 

                           relative to that species’ seasonal maximum. 

o Current Value: 10% 

• Relative Share to Total Concentration 
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o Condition: A species must exceed a minimum share of the total phytoplankton 

                          abundance. 

o Rationale: A bloom should not only reflect high abundance in absolute terms, but 

                          also a meaningful degree of dominance within the community. 

                          Relative abundance is used here as a practical measure of that 

                          dominance. 

o Parameter: Fraction of species abundance relative to total abundance 

o Current Value: 10% 

• Peak Separation 

o Condition: Two identified bloom peaks must be separated by a period of low 

                          abundance. 

o Rationale: Because of spatial heterogeneity, mixing processes, or sampling noise, 

                          a single bloom can sometimes appear as multiple nearby peaks in the 

                          time series. This condition helps prevent such cases from being 

                          counted as separate bloom events 

o Parameter: The abundance between two peaks must fall below the threshold 

                          defined by the Relative Minimum Concentration criterion. 

Within this bloom-based framework, the niche analysis follows the general methodology of Grüner et 

al. (2011). For each detected bloom, the selected response variable is the inflection point in abundance, 

which constitutes the phase of most rapid increase before the bloom peak. The underlying assumption 

is that the point where the species growths the fastest, the environmental conditions are most optimal, 

and thereby provide a meaningful proxy for the realised niche. However, this choice depends strongly 

on data quality: the time series must have sufficient temporal resolution to detect both the beginning of 

a bloom and the period of fastest growth with reasonable confidence. 

Another important assumption concerns the unit of comparison used in the niche analysis. Initially, 

niches were derived and compared on a species level. This approach proved too restrictive because the 

inflection-point method requires sufficient temporal coverage for each species. Subsequently, the 

analysis could only be applied to a limited number of well-sampled species, while rarer taxa or species 

with inconsistent identification were often excluded. Additionally, some species cannot always be 

identified down to the species level, so there may be some inherent uncertainty, by solely analysing 

niches on a species level. To address this limitation, it was considered to move on from a strictly 

taxonomic comparison but rather move towards a clustering species on a broader, more general level. 

Following the ideas similar to Kruk & Segura (2012) and Qi et al. (2026), each species was qualitatively 

classified in distinct groups for the categories of morphology, cell size, motility, trophic level, nutrient 

strategy, light adaptation, silicification and life form. Based on this trait matrix, species were clustered 

into eight functional groups using “similarity distance” approach outlined in Qi et al. (2026). In the 

current workflow, the term “niche” therefore refers to the niche of a functional group rather than an 

individual species. This should still be viewed as a pragmatic choice, the same workflow could also be 

applied to individual species or alternative grouping schemes, though this will directly change the 

results from the analysis. 

The final major assumption regards the spatial extent of the analysis. Similar to the unit of comparison 

of the niche, spatial scale determines which environmental conditions are treated as comparable and 

therefore strongly affects the resulting niche structure. The broader the spatial scale, the more 

environmental data is generally available and makes more variables usable (e.g. longitude and latitude) 

but also requires some data aggregation and may dilute more small-scale ecological signals. Conversely, 

a smaller spatial scale may preserve local bloom dynamics but often limits both data coverage and the 
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range of explanatory variables that can be included. As of now, this project implemented an ecoregional 

approach based on the ecoregion framework by the Ministerio del Aedio Ambiente de Chile. POAS 

neighbourhood data are associated and aggregated within roughly these ecoregions so that abundance 

and environmental conditions can be analysed at a shared regional scale. One exception is Puerto Montt 

bay which is still treated as one region of its own. This choice represents a compromise between 

ecological coherence and data availability, but it should remain open to revision if future analyses. 

3.3.High-Level Method 

This section outlines the current workflow used to analyse and compare ecological niches based on the 

scientific methods and the assumptions introduced above. The workflow comprises of four conceptual 

steps: Data assimilation, creation of a PCA space, selection of the response variable and quantify niche 

with KDE. The purpose of this section is to explain the key ideas behind each step and highlight the 

main decisions that affect their interpretation. For concrete calculation and parametrization of the steps 

refer to the chapter on “Implementation in Python” and the references therein. 

3.3.1. Data Assimilation 

The goal of the data assimilation step is to prepare a dataset that can be used consistently for PCA. For 

this, the POAS abundance data must first be aggregated in selected functional groups, associated with 

all desired environmental variables in dedicated columns, all in the desired temporal resolution. Only 

observations with complete environmental information can be included in the PCA, which makes data 

completeness an important constraint at this stage. The main abundance data, as well as salinity, 

temperature, and oxygen, are currently taken from the POAS database. 

One of the first considerations is the choice of spatial extent (see 3.2). If data is aggregated over multiple 

neighbourhoods, the phytoplankton signal often becomes noisier with less distinct peaks because peaks 

from different neighbourhoods overlap over time. For this reason, each neighbourhood should be 

evaluated carefully in terms of how much temporal coverage it adds relative to the additional noise it 

introduces. After aggregating over the desired functional group, the abundance data are linearly 

interpolated to achieve a fully daily resolution dataset wherever possible. It is recommended to choose 

the interpolation window based on the desired temporal continuity of the dataset. E.g. for the ecoregion 

of coastal Chiloé (neighbourhoods associated with neighbourhood 10) an interpolation window of 

maximal 5 days was only accepted if it is able to achieve a daily-interpolatable run for 30 days or longer. 

Otherwise, the datapoints were omitted completely. This helps ensure that interpolation improves 

continuity without artificially filling large gaps. 

Additional environmental variables are currently obtained from the Dirección Meteorológica de Chile 

and the Copernicus Marine Toolkit of the European Space Agency. These datasets generally have a 

near-daily or higher resolution, and do not typically need interpolation, although there may be some 

occasional larger data gaps. Instead, the main task is to aggregate them to a daily scale so that they 

match the temporal structure of the abundance data. Depending on the variable, this is done either by 

averaging or summing over the day. E.g. wind-speed is averaged over a day whereas radiation was 

summed over a day. In the current analyses, these aggregation choices did not appear to strongly affect 

the results, but they should still be revisited if additional variables are introduced. 

3.3.2. Creation of the PCA Space 

The creation of the PCA space is one of the most crucial steps in the entire workflow. It is worth 

investing substantial time in evaluating and interpreting the PCA, because the quality of this space 

strongly influences all subsequent results. It is recommended to construct the base PCA space with the 

full assimilated abundance dataset rather than only the subset of bloom-related points. This is 
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advantageous because the full dataset provides the broadest representation of the environmental 

conditions observed in the system. Bloom-related points can then be projected into this common space 

afterwards without altering its structure. 

The main task in this step is to assess which environmental variables should be included as explanatory 

variables in the PCA calculation and how they contribute to the position of the data in the PCA space. 

This mostly is based on qualitative judgment but there are some guiding principles to follow and certain 

quality control analyses that can be performed. Initially, a set of environmental variables need to be 

selected as explanatory variables for the niche. Ideally, the selected variables should represent 

ecological processes that are expected to shape phytoplankton niches, such as water-column stability, 

energy availability, and nutrient accessibility (Brun et al., 2015; Litchman et al., 2012b). Two variable 

properties are especially important. Especially with a low number of explanatory variables, highly 

correlated variables can bias the PCA because they store similar information and may therefore 

overemphasize a single process. For example, temperature and radiation are often highly correlated 

because they are conceptually correlated and both can be used as proxy for the energy budget. But even 

when this process is highly relevant for the distinction of ecological niches because it is represented by 

two variables, the same information - the variance of the energy budget - is stored in two variables. 

When the PCA tries to maximise the variance retained, the PCA will be skewed towards these 

autocorrelated variables. The second property is the value distribution of an environmental variable. 

Variables with a very narrow value distributions may contribute little to the overall variance even after 

standardization because the PCA normalizes all environmental variables according to a z-score logic. 

A narrow distribution of values may cause this variable to display a low degree of variance. This is not 

necessarily problematic on its own because this primarily leads to that variable not being a driving 

factor of variance, but if many such variables are included, the PCA may become dominated by only a 

few broader gradients. 

After selecting a variable set and running the PCA, all observation points are spread across two 

dimensions defined by the first two principal components (PC1 and PC2, see Figure 1). Additionally, 

each environmental variable can be represented by a loading vector. The direction of a loading vector 

shows how strongly the variable contributes to each principal component, while its length indicates the 

overall importance in explaining the variance. Together, the point distribution and the loading vectors 

provide the main basis for interpreting the PCA space. 

Three aspects are especially important when evaluating a PCA. First, the total explained variance of 

PC1 and PC2 indicates how much of the original multidimensional information is retained in the two-

dimensional projection, expressed as a percentage of the total variance. In practice, this value should 

generally be as high as possible, but it must always be interpreted relative to the number of variables 

included. For example, 55% explained variance from ten variables may be more informative than 65% 

from only three. Though in general, this value should ideally be somewhere between 55-65%. 

Second, it is useful if the loading vectors can be interpreted as meaningful environmental gradients. 

This means that individual or multiple loading vectors can be conceptually associated with processes in 

the environment. In such cases, the PCA does not only reduce dimensionality, but also reveals 

ecologically interpretable structure. For example in Figure 1, radiation as well as the nutrients nitrates 

and silicate are strongly associated with the PC1. These variables all represent essential resources for 

phytoplankton. Therefore, the PCA reveals that in terms of resources the environment is positioned in 

a resource gradient between high nutrient and high energy availability. Such cases indicate that the PCA 

is able to serve as a good proxy for these driving factors. Oftentimes these PCAs are quite robust too, 

as the PCA space will stay more or less the same when one of the environmental variables is removed. 
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Third, the overall distribution of points needs to be examined too. Ideally, the points are reasonably 

evenly spread around the origin without showing excessive skewness or alignment along a single 

direction. Strong directional patterns can indicate that this particular set of environmental variables is 

not able to disentangle the variance of the data matrix well. This may also point to interdependency 

between variables, especially if some variables were heavily transformed or derived from the response 

itself. For this reason, it should be avoided to include environmental variables that are directly linked 

with the response variable of the niche (i.e. phytoplankton abundance data) because they are not truly 

independent explanatory variables and may introduce more noise into the PCA. 

 

Figure 1: Example of a PCA space for POAS data from neighborhood 2. The arrows represent the loadings of the environmental 

variables. Their direction indicates their contribution to each principal component (PC), while their length indicates the strength of 

that contribution. The percentage of total variance explained by each PC is shown in brackets on the axis labels. 

In addition to the considerations outlined above, it can be considered to extend PCA space with further 

PC. This simply means that the multidimensional matrix is projected on more dimensions than simply 

one. Including more principal components can help disentangle additional ecological gradients, 

especially if both abiotic and biological variables are included in the analysis. However, increasing the 

dimensionality makes it hard to visualize and graphically interpret the results. The appropriate number 

of components can be evaluated with a scree plot, which shows the cumulative or incremental explained 

variance as a function of the number of PCs. In many cases, the scree plot shows an “elbow,” that is, a 

point after which each additional component contributes only marginally to the total explained variance. 

This point often provides a practical guide for deciding how many PCs should be retained. 

3.3.3. Response Variable 

Once the PCA space has been defined, the third step is highlighting the selected response variable inside 

the PCA space. In the current workflow, the niche is defined using the inflection-point logic proposed 

by Grüner et al. (2011). For each detected bloom, an apparent growth rate is calculated from the log-

difference in abundance. Based on the bloom assumptions described in section 3.2, the observation with 

the highest positive growth rate within the five days before a bloom peak is then selected. The 

environmental conditions at these observations are projected into the PCA space and linked to the 

corresponding blooming functional group (see Figure 2). These projected observations form the 

empirical basis of the niche representation used in the next step. 
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This projected niche depends directly on how both the niche and the bloom response variable are 

defined. If a different bloom logic, time window, or response variable were chosen, a different subset 

of points would be selected and the resulting niche representation would change accordingly. 

Importantly, this does not alter the underlying PCA space itself, because the PCA was created from the 

full abundance dataset. Instead, it only changes which observations are highlighted within that fixed 

environmental space. In principle, the niche could also be visualized using all available abundance data 

rather than only bloom-related points, but in that case additional transformations such as logarithmic 

scaling or weighting would usually be needed to make meaningful patterns visible. 

 

Figure 2: Example of a PCA space for POAS data from neighborhood 2 with extracted bloom inflection points for functional group 

3. The arrows represent the loadings of the environmental variables, and the explained variance of each PC is shown in brackets on 

the axis labels. Each blue point marks an inflection point identified using the bloom-selection logic described in section 3.2. 

3.3.4. Niche Quantification 

Once the bloom-related observations have been identified in PCA space, the last step is to quantify the 

niche. At this stage, we have a set of historical environmental conditions under which a functional group 

began to bloom. KDE is used to convert these discrete observations into a continuous density surface 

over the PCA space. In practical terms, this allows us to estimate where bloom-related observations are 

concentrated in the environmental space and how strongly different regions of that space are associated 

with bloom initiation. 

𝑓(𝑣⃗𝑃𝐶) =
1

𝑛
∑ 𝐾ℎ ∙ (𝑣⃗𝑃𝐶 − 𝑣⃗𝑜𝑏𝑠)
𝑛
𝑖=1    (Eq. 1) 

Mathematically, the KDE applies a Kernel Estimator (Kh) to the set of observed inflection points, each 

of which comprises of a 2-dimensional coordinate in our PCA space (𝑣⃗𝑜𝑏𝑠). This describes a small local 

density function around each observation, and these local contributions are then summed and averaged 

across all observations to obtain a continuous density estimate for each coordinate in the PCA space 

(𝑣⃗𝑃𝐶) which is used to derive the continuous density function, see Eq. 1 and Figure 3. Two choices are 

especially important. First, the shape of the Kernel must be defined. In most cases, a Gaussian 

distribution is chosen if the observations are independent from each other. Second, the bandwidth 

parameter needs to be selected. This parameter determines the width of the local density distribution 

around each observation point. If this value is too small, then the KDE becomes undersmoothed and 

produces many narrow peaks. If this value is too high, the distribution becomes too general, meaning it 
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obscures most of the underlying distribution of the observation points. Choosing an appropriate 

bandwidth is therefore one of the most important steps in obtaining a useful niche estimate.  

 

Figure 3: Illustration of kernel density estimation. Left: an example set of observations for a variable 𝒙. Right: the corresponding 

KDE, shown in blue. The red curves represent the individual kernel contributions of each observation; their sum and average form 

the blue density estimate. The kernel determines the shape of the red curves, while the bandwidth determines their width. Source: 

Wikipedia, “Kernel density estimation”. 

The result of this KDE is a continuous density function across the entire PCA space which estimates 

how strongly different environmental conditions are associated with historical bloom inflection points 

(Figure 4). One especially important feature of this surface is its maximum density value, the mode of 

the estimated distribution. In the current workflow, this point is labelled as the Optimal Niche Estimate 

(ONE). It is the location in the PCA space where bloom-related observations are most concentrated. 

However, we further associate this point as an estimate for the most favourable conditions for a bloom 

initiation. 

A key caveat is that KDE densities are not always directly comparable between different functional 

groups. In general, density values are always between 0 and 1. If a group blooms under a wide range of 

environmental conditions, its inflection points will be distributed more broadly across the PCA space, 

which usually leads to a lower maximum density. By contrast, a group associated with a narrow range 

of conditions will tend to produce a more concentrated density surface and therefore a higher ONE 

value. In that sense, the KDE captures not only where a group tends to bloom, but also how broad or 

specific its niche appears to be in the historical dataset. 

 

Figure 4: Example of a KDE for the distribution of bloom inflection points of functional group 3 in neighbourhood 2. The blue points 

indicate the observations, while the colored heatmap shows the estimated density across PCA space. The cross marks the ONE. 
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4. Towards an Indicator 

At this stage, the workflow can use POAS observations together with environmental variables to 

reconstruct the ecological niche of each functional group and quantify the historical density of bloom-

related observations across environmental space. While this is already valuable for interpreting past 

bloom dynamics, the longer-term goal of the project is to derive a time-resolved indicator that can assess 

niche conditions on any given date. The following section outlines the current state of development of 

such an indicator. In its present form, the indicator combines two components: the suitability index (SI), 

which reflects environmental favourability, and the prevalence index (PI), which reflects the current 

biological establishment of a functional group. 

4.1.Suitability Index (SI) 

With the methodology described in section 3, we can reconstruct the niche of each functional group and 

identify patterns in historical bloom behaviour. A key next step is that this framework is not limited to 

historical perspective. Since near real-time measurements are available for all environmental variables 

of the PCA, current environmental conditions can also be projected into the same PCA space, even 

when no phytoplankton observations are available for that date. The suitability index (SI) builds on this 

idea by comparing the historically derived niche from the KDE with the current position of 

environmental conditions in PCA space. 

The computation of SI involves currently three steps (Figure 5). First, the current environmental 

measurements are projected into the PCA, yielding a two-dimensional coordinate for the current 

conditions. Second, these coordinates are evaluated using the KDE derived for a given functional group, 

which provides the estimated bloom-related density at the current location in PCA space (Eq. 1). Third, 

this density value is expressed relative to the density at the Optimal Niche Estimate (ONE) of that group. 

This normalization accounts for differences in niche shape and scale across functional groups. The 

result is one SI value per functional group, describing how suitable the current environmental conditions 

are relative to that group’s historically estimated niche optimum. 

 

Figure 5: Illustration of the suitability index (SI) for functional group 3 in neighbourhood 2 on 2026-01-05. Left: KDE of the bloom 

inflection points. The blue cross marks the Optimal Niche Estimate (ONE), and the red point marks the environmental conditions on 

2026-01-05. Right: cross-section through the KDE surface along the dashed line shown in the left panel. The y-axis shows the density 

value, and the x-axis shows the distance along that section of PCA space. The SI is calculated as the density at the current conditions 

divided by the density at the ONE; in this example, 0.06/0.13=0.46. 

The SI describes how close the current environmental conditions are to the historically estimated 

optimum bloom condition of each functional group. Importantly, this index does not account for the 
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current abundance of that group. It should be interpreted more as a measure of environmental potential 

rather than a direct estimate of bloom likelihood. In a sense, this connects to the fundamental niche 

from Hutchinson. A high SI indicates that the current conditions fall in a region of PCA space where 

bloom inflection points have historically been concentrated, suggesting that the environment is 

favourable for bloom initiation. In contrast, a low SI indicates that similar environmental conditions 

have rarely been associated with bloom onset in the historical record, suggesting that these conditions 

are not particularly favourable. This interpretation depends on two main assumptions: first, that the 

historical dataset provides an adequate representation of the niche, and second, that the current 

environmental measurements can be projected into the same niche space without changing the historical 

density structure itself. 

There are alternatives to compute such an index. One well-known approach in ecological studies is the 

Outlying Mean Index (OMI) which measures species specialization relative to the mean environmental 

conditions of the system (Dolédec et al., 2000). In simplified terms, OMI is based on the physical 

distance between the centre of a niche and the average environmental conditions inside PCA space. 

This approach was also explored during the development of the project. In practice, two main problems 

emerged during that implementation. First, a distance-based index is difficult to compare across 

functional groups with very different niche shapes. A generalist group with a broad niche and a 

specialist group with a narrow niche may have the same distance to the current environmental 

conditions, but that distance does not imply the same ecological meaning for both groups. One could 

argue that either the generalist would be more suited to thrive under these conditions, or even that being 

somewhat close to the specialised group would give it an advantage. To make OMI comparable, the 

shape of the niche has to be accounted for in some way or form. However, for this, additional 

assumptions would have been needed that introduce more qualitative judgment calls. Second, 

normalization was less straightforward because the resulting values were not naturally bounded between 

0 and 1. While this is not strictly necessary, a bounded index is easier to interpret across groups and 

over time. By contrast, the SI remains within the established KDE framework, implicitly accounts for 

niche shape, and yields values that are naturally constrained between 0 and 1. 

4.2.Prevalence Index (PI) 

As the suitability index mainly reflects the environmental potential for a functional group, it was useful 

to introduce a second component that captures the currently observed biological state of each functional 

group. In niche terms, this second component should reflect the competitive and dominance-related 

processes that can be connected with the environmental system to form the realized niche. The 

prevalence index (PI) was developed for this purpose. It is intended to describe how established or 

dominant a functional group currently is in the system, based on its present abundance relative to its 

historical abundance distribution. 

As of now, the PI is computed in two steps. First, the full historical abundance time-series of each 

functional group is log-transformed, and an empirical cumulative distribution function (CDF) is derived 

from these values. Second, the current abundance of the same functional group is log-transformed and 

located within that historical CDF. Its position in the distribution is then taken as the PI. This calculation 

is performed separately for each functional group, resulting in one PI value per group (Figure 6). 

The PI indicates how high the current abundance of a functional group is relative to its own historical 

abundance record. In this sense, it describes whether the group is currently occurring at a relatively low, 

average, or high abundance compared with past observations. Because bloom events usually occur 

toward the upper end of the abundance distribution, high PI values are more consistent with states in 

which a group is already well established and potentially capable of further proliferation. Conversely, 
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a low PI indicates that the group is currently at a historically low abundance, which may suggest that it 

is not strongly established under the present conditions. However, this kind of interpretation should be 

considered with caution because it only displays the current abundance rank within a functional group 

and is not a direct measure of competition. 

 

Figure 6: Empirical cumulative distribution function (CDF) of the log-transformed abundance of functional group 3 in neighbourhood 

2. The red point marks the abundance of this functional group on 2026-01-05 and its corresponding position within the historical 

distribution. The marked blue points indicate historic bloom inflection points. In this example, the resulting PI is 0.16. 

The current PI should be viewed as a first prototype, chosen primarily for its simplicity and ease of 

interpretation. It provides a straightforward way to contextualize present abundance within the historical 

record, but it is not yet the only possible formulation. In future versions, the index could be normalized 

against bloom-specific thresholds, for example by relating current abundance to the minimum 

abundance typically observed at bloom onset. This approach utilizing CDF may be scrapped and 

replaced by a more direct measure of competition. More generally, alternative approaches may prove 

more informative depending on how strongly PI is expected to represent realized niche occupation in 

later stages of the project. 

4.3.Environmental Niche Index (ENI) 

The Environmental Niche Index (ENI) combines the two previous components into a single indicator 

by taking the product of SI and PI. The SI represents how suitable the current environmental conditions 

are for a functional group, while PI represents how strongly that group is currently established in the 

system. In niche terms, it assumed that this combination of SI and PI is an indicator for the realized 

niche. Conceptually, this makes it a more direct summary measure of bloom-inducing conditions than 

either SI or PI alone. At the same time, it remains useful to keep both components separate, because 

distinguishing between environmental suitability and biological establishment provides a more 

informative ecological interpretation of the niche dynamics. 

This combined logic can be illustrated with the example from neighbourhood 2 in Figure 7, which 

shows all three indices for eight functional groups on 2026-01-05. On that date, group 7 has the highest 

ENI, at around 0.6, whereas the other groups range roughly between 0.1 and 0.4. Looking at the 

individual contributions of SI and PI, we are able to get a more nuanced picture of the niche. Both 

groups 2 and 7 show relatively high PI values, meaning that they are already well represented in the 

system. However, the environmental conditions are much more suitable for group 7 than for group 2, 

which leads to a substantially higher ENI for group 7. Other groups, such as 1 and 4, also appear 

reasonably well established, but their lower SI values, suggesting that overall they are unlikely to be 

able to outcompete groups like 2 and 7 and thrive under these environmental conditions. 



   

16 
 

 

 

Figure 7: Summary visualization of the Environmental Niche Index (ENI) for 2026-01-05. Each slice represents one functional group 

and contains two bars for the prevalence index (PI) and suitability index (SI), with the ENI shown as a rhombus between them. Both 

bar height and colour are scaled to the corresponding index value, ranging from 0 to 1. 
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5. Implementation in Python 

The phytoplankton niche project is implemented in Azure in a dedicated repository called 

niche_analysis. This repository serves as the main technical framework for translating the methodology 

described above into a reproducible workflow and, in the longer term, into a semi-automated analysis 

pipeline. The purpose of this section is to explain the general structure of that repository and how it can 

support further development or extension to additional regions. For more detailed information on 

specific functions and data transformations, refer to the repository readme. 

The repository is organized around a sequence of Python notebooks that together implement the core 

workflow of the niche analysis. Each notebook covers one major step of the methodology and includes 

the corresponding calculations, visualizations, and quality-control checks. This structure makes the 

workflow transparent and easy to inspect during development, while also allowing individual steps to 

be adapted without changing the entire pipeline. 

The notebook sequence currently follows the logic of the methodological workflow. 

01_data_assimilation prepares the input data by combining the different sources, applying interpolation 

where needed, calculating rolling averages, and assigning observations to functional groups. 

02_derive_bloom_points is an exploratory notebook used to inspect different bloom-point extraction 

approaches and their parameter settings. 03_derive_pca_space constructs and evaluates the PCA space. 

04_derive_niche applies KDE to quantify the niche, including options for custom bandwidths and 

weights. 05_derive_indexes computes the indices derived from the niche analysis, and 

06_explore_niche_indexes provides a space for inspecting and interpreting the resulting niche and index 

outputs. These notebooks rely on a shared Python library, nichelib, which contains the main 

computational functions such as PCA creation and inflection-point extraction. At the end of each 

notebook, intermediate results can be saved and reused by subsequent notebooks. This makes it possible 

to apply the same workflow to multiple datasets or regions while keeping the core computation logic 

consistent. It also means that if one of the fundamental assumptions changes, only the relevant function 

needs to be updated rather than the full workflow. 

To apply the workflow to a new dataset, a new subfolder should be created within the regions directory. 

In practice, the easiest starting point is to copy the workflow from an existing region, such as barrio_2, 

and then adapt it to the new data source. The main adjustments usually begin in 01_data_assimilation, 

where the relevant queries, filters, and input paths must be updated so that the correct dataset is loaded. 

Once this initial setup is complete, the remaining notebook sequence can generally be reused in the 

same order. From there, the dataset should be reviewed notebook by notebook, and the parameter 

settings should be adjusted based on the outcome of the corresponding quality-control steps. 

The assignment of species codes to functional groups is currently handled during the data-assimilation 

step, but it depends on an external lookup file (neighborhood2_species_functional_groups_full(in)). 

This file explicitly links each species code to a functional group and is therefore essential for the current 

workflow. As a result, this part of the niche analysis is not yet fully integrated into the semi-automated 

pipeline and still requires manual maintenance or external preparation. 
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6. First insights 

At the current stage of the project, neighbourhood 2 is closest to a prototype implementation, whereas 

neighbourhood 10 and its associated neighbourhoods are still under development. For this reason, this 

section focuses on the initial insights obtained from the niche analysis of neighbourhood 2. 

The PCA shown in Figure 1 represents the best-performing environmental space currently identified 

for neighbourhood 2. It includes the variables wind, salinity, radiation, nitrate, and silicate. Temperature 

was excluded because it is strongly correlated with other variables, especially radiation, and did not 

materially change the results when included. Rainfall was omitted because occasional heavy-rain events 

introduced strong outliers that distorted the PCA space. Other candidate variables showed consistently 

weak loadings compared with this set and were therefore not retained. Overall, PC1 and PC2 explain 

about 57% of the original variance, which suggests that the two-dimensional PCA captures a 

meaningful share of the environmental structure in the dataset. 

In ecological terms, PC1 is mainly defined by radiation, nitrate, and silicate. Nitrate and silicate are 

positively associated with each other, whereas radiation contributes in the opposite direction. It is 

interesting that there does not seem to be a strong gradient between which of the two essential nutrients 

is available. The rather the more dominant gradient in neighbourhood 2 is a broader contrast between 

high energy availability and high nutrient availability. PC2 is mainly driven by wind speed and, to a 

lesser extent, salinity. This likely reflects physical mixing processes, as stronger winds can promote 

overturning and bring deeper, more saline water to the surface. The contribution of salinity is somewhat 

ambivalent because it contributes to PC1 as well because vertical overturning circulation is also 

associated to the supply of nutrients. Overall, the PCA suggests that the main environmental dimensions 

of neighbourhood 2 are resource availability and physical mixing. 

The current inflection-point extraction algorithm resolves several problems that were present in earlier 

versions, such as missing peak separation and failure to include the bloom inflection point associated 

with the seasonal maximum. In controlled cases, the method behaves largely as intended. For example, 

when only one peak is selected per season, the algorithm is generally able to identify the maximum-

abundance bloom and extract the point of highest apparent growth rate preceding that peak. However, 

applying the method to real-world data still introduces important challenges, most of which are related 

to the noisiness of the abundance time series. During some apparent blooms, abundance drops sharply 

for short periods before increasing again (see Figure 8). In such cases, the algorithm may identify 

multiple nearby peaks even though they likely belong to the same bloom event. This can distort the 

apparent growth-rate curve too and lead to a situation in which the extracted point reflects the conditions 

close to the abundance maximum rather than the environmental conditions that preceded bloom 

development. These artefacts may result from spatial aggregation across locations, depths, and 

functional groups, but they may also reflect real short-term variability such as ocean drift. Therefore, 

the bloom inflection extraction algorithm may still pick and extract datapoints which are not likely to 

be valid candidates for the niche, leading to more ambiguous results in the PCA. 

In terms of environmental suitability, the functional groups occupy distinct regions of the PCA space 

(Figure 9). This is a good sign because it suggests that the workflow is capturing real ecological 

differences between groups rather than producing largely overlapping niches. For example, functional 

groups 2 and 4 show a tendency toward higher nutrient affinity and more stable water conditions, which 

is consistent with their association with diatom taxa involved in strong spring blooms. By contrast, 

groups 5, 6, and 8 are positioned more strongly towards the energy-availability and include a more 

mixed set of taxa, often including flagellated or mixotrophic species. Groups 1 and 3 appear closer to 
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the average environmental conditions of neighbourhood 2. Group 7, meanwhile, is more strongly 

associated with mixing conditions than most other groups. 

 

Figure 8: Time series of abundance for functional group 4 in neighbourhood 2 (blue) and its apparent growth rate (red). Red markers 

indicate the selected bloom inflection points. The dashed blue line marks the relative minimum concentration threshold for the 2019 

season. 

In addition to their position, the niches also differ in shape and breadth. In Figure 9, the outline marks 

the region where SI≥0.9, which provides a simple visualization of the core niche area. Functional groups 

1, 2, 4, and 7 show relatively broad niches, meaning that their inflection points are distributed across 

large region of the PCA space. If these distributions are based on a sufficiently representative set of 

observations, this suggests that these groups can initiate blooms under a relatively wide range of 

environmental conditions. This could mean that they are strong competitors, rather than specialists. In 

contrast, groups 3, 5, 6, and 8 show narrower and more concentrated niches, which may indicate a 

stronger dependence on specific conditions. This difference is important for interpretation, because 

broad niches tend to produce higher SI values across many environmental states, whereas narrow niches 

lead to stronger changes in suitability when conditions shift. 

One notable pattern is the relative absence of bloom inflection points in the first quadrant of the PCA 

space (PC1>0, PC2>0). Environmental conditions in this region correspond to lower-than-average 

radiation combined with relatively windy conditions. These conditions are most likely to occur during 

winter when phytoplankton blooms are generally not expected. Under such circumstances, the water 

column is typically less stratified, and surface salinity tends to be closer to open-ocean conditions which 

is consistent with the location of this quadrant in the PCA. Because no functional group appears to be 

strongly associated with this region, it may indicate conditions that are generally unfavourable for 

bloom initiation. Alternatively, if such conditions occur during the main growing season, they could 

reflect situations in which no group has a clear niche advantage, thereby may represent “open niche” 

conditions. 
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Figure 9: Ecological niches of the eight functional groups in the PCA space of neighbourhood 2. The outlines show the region where 

SI≥0.9. The crosses mark the Optimal Niche Estimate (ONE) for each functional group.  

Looking at the temporal evolution of ENI, some broader trends are visible, but day-to-day variability is 

often large (Figure 10). This variability may partly reflect fluctuations in the detected abundance values, 

which affect PI, but it is more likely driven by changes in environmental conditions, which affect SI. 

As a result, the daily ENI signal can be difficult to interpret directly, especially over shorter time 

periods. One reason for this variability is that the environmental position in PCA space is determined 

by the combined, normalized, and weighted contribution of several variables. Each variable contributes 

relative to its own historical distribution, similar to a z-score, and is then weighted according to the 

PCA loadings. This means that even if one variable appears relatively stable in absolute terms, smaller 

fluctuations in another variable can still shift the overall PCA position noticeably. For example, for 

radiation to contribute strongly towards the negative PC1 direction, the value of radiation has to 

considerably higher than average, which for radiation is usually associated with annual periodicity of 

the energy budget. This means for example, under stable atmospheric conditions in high summer, the 

contribution of radiation will be more or less constant too. Similarly, a strong contribution towards the 

positive direction of PC1 from salinity, it too has to be considerably higher than average. Since salinity 

at surface level in neighbourhood 2 ranges between 25-35‰, the nominal difference which is needed 

to achieve this effect is much smaller can be achieved by smaller scale patterns in the ocean current 

regime. 
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For this reason, a rolling average may provide a more useful view of medium-term niche dynamics than 

daily values alone. In the example shown in Figure 10, the 5-day rolling average makes the bloom 

period of summer and autumn 2026 easier to interpret. For example, the ENI for functional group 7 

which includes Heterosigma akashiwo was quite variable and comparatively low throughout January 

and February, whereas group 4 which includes Skeletonema costatum remained reasonably higher 

during this period which is why it remained among the most abundant species. While with the onset of 

March, the ENI briefly dips and rises again for group 4, group 7 of Heterosigma costatum rises quickly 

to levels around 0.75 (even before the onset of the official bloom), even slightly higher than group 4. 

This suggests that ENI may capture changes in niche favourability before clear bloom development 

becomes visible in the abundance record, although this interpretation still needs more systematic 

validation. 

 

 

Figure 10: Time series of abundance for functional groups 4 and 7 (blue and light blue), shown relative to total abundance (grey), 

together with the corresponding ENI time series. Top panel: daily ENI values. Bottom panel: 5-day rolling average of ENI. 
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7. Prioritized Improvements and Outlook 

This section outlines the main improvements that would most directly strengthen the current workflow, 

while also highlighting possible directions for further development. The focus is on practical next steps 

that could move the project from its current prototype stage toward a more robust and interpretable 

implementation. 

The first and most important priority concerns the unit of comparison used in the niche analysis. The 

current results suggest that some of the functional groups are not yet well defined, which directly affects 

the distribution of bloom inflection points and therefore the shape and position of the resulting niches. 

For that reason, the present grouping scheme should be reviewed more critically in collaboration with 

the phytoplankton team, especially to assess which species can reasonably be grouped together based 

on physiological and morphological similarity. Because this choice directly changes the point 

distribution used in the PCA and KDE, it is likely to have the strongest overall effect on the quality of 

the results. 

More generally, the current clustering strategy may need to be revised rather than simply refined. 

Moving entirely away from species-level analysis is not necessarily ideal, because clustering also 

introduces its own assumptions and may dilute the dynamics of ecologically important species. A more 

flexible hybrid approach may therefore be worth exploring. For example, clustering could be reserved 

for taxa that are only rarely detected, while dominant and ecologically distinctive species such as 

Skeletonema costatum, Thalassiosira spp., or Lepidodinium chlorophorum are retained as separate 

entities. Alternatively, a clustering approach based on temporally co-occurring species could be 

interesting to investigate too. 

A second major priority concerns the algorithm used to extract bloom inflection points. While overall 

it is working fine, it is lacking certain functionalities that would make the results more robust. In 

practise, it is unreasonable to expect a fully automated algorithm to handle all of the irregularity and 

noise present in real-world phytoplankton time series. As a result, some extracted points are likely to 

remain ambiguous even if the general algorithmic logic is sound. For that reason, the workflow should 

include a step that allows selected time series and their extracted bloom points to be reviewed manually. 

Basic visualization of this kind already exists, the ability to actively flag and remove questionable bloom 

inflection points is not yet available. Such a review step could reduce ambiguity in the final niche 

analysis by removing obvious outliers before PCA and KDE are applied. In addition, if clustering 

remains part of the workflow, it would be useful to retain some species-level metadata during data 

assimilation. For example, for each date and functional group, the name of the most abundant species 

and its proportional share within the group could be stored in separate columns. This would make it 

much easier to relate aggregated time-series peaks back to known species-level bloom events. Finally, 

the logic used for peak separation should be refined further, because the current algorithm still identifies 

many neighbouring peaks that may simply reflect short-term artefacts such as drift or local variability. 

A third priority concerns the validation of the KDE-based niche estimates. Now, the KDE is used as the 

core representation of the niche, but there is still limited evidence for how robust the estimated niche 

shapes are, especially for functional groups with relatively few bloom points. Formal validation may be 

difficult because sample sizes are often small but getting more confidence that the shape of the niche is 

actually reasonable would make the subsequent indexation of the niche more sound. 

For well-established regions such as neighbourhood 2, the next stage of the project should move toward 

prototype testing. In practical terms, this means evaluating whether the ecological indicator framework 

actually helps interpret observed phytoplankton dynamics under real monitoring conditions. One 
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important step would be to automate the ingestion of the most recent environmental and abundance data 

so that the development of the index can be followed in near real time while the POAS monitoring 

programme is running. Based on these insights, the methodology of the niche analysis potentially can 

be adapted in a more targeted way. This would allow the project to move beyond retrospective analysis 

and begin testing how informative the indicator is under operational conditions. 

At the same time, the historical dataset should be analysed more systematically using the Python 

repository. A key next analysis would be to examine the time-lagged relationship between ENI (and its 

components) and the abundance of the different functional groups. Based on the current time-series 

behaviour, it may be especially useful to evaluate these relationships not only at daily resolution but 

also using rolling averages, because SI and PI both appear to vary strongly over short time periods. If a 

more formal statistical evaluation is carried out, it may also be helpful to distinguish between intra-

annual seasons such as winter, spring, and summer in order to improve interpretability. 

For regions which are still in development, the next stage is to formally validate which neighbourhood 

data are included in the regional dataset, as well as creating a solid PCA space subsequently. When a 

“good” PCA is established, the niches of the functional groups can be analysed and interpreted in a 

similar way as in section 6, before moving on to a prototype testing phase like neighbourhood 2. 
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